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The technical case for artificial intelligence in healthcare has largely been made. Diagnostic algorithms 

now match or exceed specialist radiologists at detecting certain cancers on mammography and CT 

scans. Large language models draft clinical notes, summarise discharge letters and triage patient 

messages with an accuracy that would have seemed implausible five years ago. Protein-folding and 

generative chemistry models have compressed early-stage drug discovery timelines from years to 

months in some programmes. By almost any technical measure, AI in health is ready. The theme of this 

year's AI in Health Summit — 'AI is ready, how can health systems turn it into real-world, beneficial 

human impact?' — captures a more uncomfortable truth: readiness of the technology and readiness of 

the system that must absorb it are two very different things, and the gap between them is where most 

of the value is currently being lost. 

Surveys of health system leaders across Europe and North America tell a consistent story. The 

overwhelming majority report running one or more AI pilots. A much smaller fraction report having 

scaled any of them into routine clinical use. McKinsey, Deloitte and the World Health Organization have 

each, in various forms, described this as healthcare's 'pilot purgatory' — a state in which promising 

tools prove themselves in a single department or hospital, generate a conference presentation, and 

then stall, never reaching the workflow redesign, procurement, training and governance investment 

required to become standard practice. Understanding why that stall happens, and what it takes to break 

it, is the central preoccupation of health systems, investors and regulators converging in London this 

November. 

Regulatory clarity is now the price of entry, not an obstacle 

For much of the past decade, AI developers in health treated regulation as a constraint to be minimised 

or navigated around. That posture is no longer viable. The EU AI Act, which entered into force in 2024 

with phased obligations continuing to apply through 2027, classifies most clinical AI tools as 'high-risk' 



systems, triggering requirements for risk management, data governance, human oversight, technical 

documentation and post-market monitoring that sit alongside — and must be reconciled with — 

existing medical device regulation under the EU MDR and IVDR frameworks. For an AI-enabled 

diagnostic tool, that can mean satisfying two overlapping but not identical regulatory regimes 

simultaneously. 

Rather than a purely defensive compliance exercise, leading health systems and vendors are 

increasingly treating this regulatory architecture as a source of competitive advantage: tools built with 

rigorous data governance, documented bias testing and human-in-the-loop design from the outset are 

proving easier to get validated, procured and trusted by clinicians than those retrofitted for compliance 

after the fact. Specialist advisory firms focused specifically on EU AI Act compliance for healthcare and 

life sciences organisations — a category of firm that barely existed three years ago — are now a fixture 

at health technology conferences, reflecting how central regulatory strategy has become to commercial 

success in this market. 

Clinical trust is earned in the workflow, not the whitepaper 

A model's performance on a benchmark dataset says very little about whether a busy emergency 

department clinician will trust, and use, its output at two o'clock in the morning. Clinical trust is built 

cumulatively, through transparent validation on the specific population a tool will serve, through 

explainability that lets a clinician understand why a recommendation was made, and through a track 

record of the tool behaving predictably when it encounters cases outside its training distribution. 

Models validated on data from a handful of academic medical centres frequently underperform when 

deployed in community hospitals serving more diverse populations — a phenomenon variously 

described as distribution shift or, less charitably, as evidence that many AI tools were never tested on 

the patients who will actually use them. 

The response taking shape across leading health systems is a shift from one-off validation studies 

towards continuous, real-world performance monitoring: dashboards that track a deployed model's 

accuracy, calibration and equity across patient subgroups over time, with defined thresholds that 

trigger retraining or withdrawal if performance drifts. This is a meaningfully higher bar than the 

traditional medical device lifecycle, and it requires health systems to build monitoring infrastructure 

and governance capacity that most do not yet have. Regulators, for their part, are moving towards 

frameworks that treat AI as a 'living' medical product requiring ongoing oversight rather than a fixed 

device approved once and left alone — an approach the US FDA has piloted with its predetermined 

change control plans and that European regulators are watching closely. 

The workforce question: augmentation, not replacement, but real 
disruption nonetheless 

Much of the public debate about AI in healthcare fixates on whether algorithms will replace doctors 

and nurses. The more immediate and consequential question inside health systems is how much clinical 

roles will change, and whether the workforce is being prepared for that change at anything like the 



pace AI is being deployed. Ambient documentation tools that listen to a consultation and draft clinical 

notes automatically are already returning meaningful time to primary care physicians in early 

deployments — some studies report an hour or more of reclaimed time per clinician per day. Triage 

and risk-stratification tools are shifting nursing time towards patients flagged as higher risk. Radiologists 

using AI-assisted image review are, in some settings, reporting more cases in less time with equivalent 

or improved accuracy. 

These gains do not materialise automatically simply by installing software. They depend on deliberate 

workflow redesign, training that goes well beyond a one-hour onboarding session, and — critically — a 

level of institutional change management that health systems, chronically short of both time and staff, 

often struggle to resource. Clinicians who are handed a new AI tool without adequate training or 

without a clear sense of their accountability when the tool is wrong tend to either ignore it or over-rely 

on it; neither outcome produces the 'beneficial human impact' the summit's theme calls for. The health 

systems reporting the most successful AI deployments consistently describe investing as much, or 

more, in the human and organisational side of implementation as in the technology procurement itself. 

Data quality and interoperability remain the unglamorous bottleneck 

Every AI model is only as good as the data it is trained and deployed on, and European healthcare data 

remains fragmented across incompatible electronic health record systems, inconsistent coding 

standards, and, in many countries, genuine technical and legal barriers to combining datasets across 

care settings. The European Health Data Space, now entering its implementation phase, is intended to 

address exactly this problem by creating common standards for health data exchange and a secondary-

use framework for research and AI development. Its success will directly determine how much of the 

AI innovation currently concentrated in a handful of well-resourced academic centres can realistically 

be deployed at scale across the rest of Europe's more fragmented and resource-constrained health 

systems. 

In the interim, health systems investing successfully in AI are typically those that have already made 

unglamorous investments in data infrastructure — cleaning legacy records, standardising terminology, 

building the secure data pipelines that let a model actually reach the point of care. This infrastructure 

work rarely generates headlines, but every AI vendor and health system leader interviewed on the 

subject describes it as the single most reliable predictor of whether a promising pilot will scale or stall. 

Where the impact is already real 

Amid legitimate caution about overhyped pilots, several use cases have moved convincingly past the 

proof-of-concept stage. AI-assisted diagnostic imaging, particularly in breast and lung cancer screening, 

is now integrated into routine practice in a growing number of European screening programmes, with 

several national studies showing improved cancer detection rates without a corresponding rise in false 

positives. Administrative automation — coding, prior authorisation, appointment scheduling and 

ambient documentation — is delivering measurable time savings at scale in health systems that have 

invested in proper integration. Remote monitoring platforms using AI to flag deteriorating patients with 



chronic conditions, particularly heart failure and diabetes, are reducing avoidable hospital admissions 

in several well-evaluated deployments. And in drug discovery and development, AI-assisted target 

identification and trial design are shortening timelines in ways that, while less visible to patients today, 

will shape the treatments available to them within the decade. 

What unites these successful cases is not technical sophistication alone, but a deliberate, resourced 

pathway from pilot to scaled deployment — clear clinical ownership, integration into existing workflows 

rather than addition on top of them, robust governance, and sustained investment in the people who 

use the tools day to day. 

What real-world, beneficial human impact actually requires 

The summit's framing is deliberately precise: not simply 'how do we deploy more AI', but how health 

systems translate technical readiness into impact that is real — measured in outcomes, not pilots — 

and beneficial to the humans, both clinicians and patients, whose trust the technology depends on. 

That translation requires alignment across at least four dimensions simultaneously: regulatory 

frameworks robust enough to build trust without freezing innovation; data infrastructure capable of 

supporting models safely at scale; a workforce trained and resourced to change how it works, not just 

handed new tools; and governance mature enough to monitor AI performance continuously rather than 

certifying it once and assuming it stays fixed. 

None of these four dimensions is primarily a technology problem, which is precisely why the 

conversation happening in London this November — bringing together health system leaders, 

regulators, AI developers, investors and compliance specialists in the same room — matters more than 

another showcase of model capabilities. The technology, on the whole, already works. What remains 

genuinely uncertain is whether Europe's health systems, regulators and workforce can be organised 

quickly enough to capture the benefit before the gap between AI's technical readiness and its clinical 

adoption becomes the industry's defining missed opportunity. 


